
Task-based Algorithms and Software for Solving
Dense Nonsymmetric Eigenvalue Problems

Mirko Myllykoski

Department of Computing Science / HPC2N, Ume̊a University
http://people.cs.umu.se/~mirkom

Abstract

This talk centers around StarNEig [1, 2, 3], a new library for solving dense nonsymmetric eigenvalue
problems

Axi = λixi, (standard)

Axi = λiBxi, (generalized)

where A,B ∈ Rn×n, 0 6= xi ∈ Cn and λi ∈ C. In the standard case, the route of acquiring all
eigenvalues λi and the associated eigenvectors xi of the matrix A includes the following three steps:

Hessenberg reduction: The matrix A is reduced to upper Hessenberg form H ∈ Rn×n.

Schur reduction: The Hessenberg matrix H is reduced to real Schur form S ∈ Rn×n.

Eigenvectors: The eigenvectors xi are solved and backtransformed to the original basis.

Optionally, a fourth step can be performed to acquire a desired invariant subspace of A:

Eigenvalue reordering: The Schur real form S is reordered, such that a selected set of eigenvalues
appears in the leading diagonal block of an updated real Schur form Ŝ ∈ Rn×n.

All four steps are implemented in both LAPACK and ScaLAPACK libraries. In particular, ScaLA-
PACK’s carefully optimized codebase, together with its use of the two-dimensional block cyclic dis-
tribution, have been a very successful approach for solving eigenvalue problems. However, ScaLA-
PACK does not perform particularly well on modern heterogeneous hardware, that consists of both
high core count CPUs and GPUs, due to its static and synchronous nature.

StarNEig relies on a more modern approach of describing the algorithms as acyclic directed graphs
known as task graphs, where the vertices represent the various computational operations (a.k.a
tasks) and the edges describe the data dependencies between the tasks. A runtime system (StarPU
[4]) is responsible for scheduling the tasks to the various computational resources, such as CPU cores
and GPUs, in a sequentially consistent order as dictated by the data dependencies. This leads to
more flexible algorithms that are able to adapt to different input matrices and modern computing
hardware. Central to this improvement is the fact that carefully selected and constructed task
graphs enclose many opportunities for increased concurrency which can be automatically detected
and exploited by the runtime system. A task-based algorithm can thus reach a more efficient
resource utilization than the corresponding ScaLAPACK algorithm.

StarNEig aims to provide a complete task-based software stack for solving dense nonsymmetric
eigenvalue problems. Currently, StarNEig implements the whole software stack for standard eigen-
value problems in shared memory. Support for distributed memory is currently a work in progress
but both the Schur reduction and eigenvalue reordering steps are fully operational in both shared
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and distributed memory. The situation is similar with generalized eigenvalue problems with the
exception that the Hessenberg-triangular step is currently under development. The missing soft-
ware components are implemented as LAPACK and ScaLAPACK wrapper functions. Future work
with StarNEig includes the implementation and integration of the missing software components.
Support for complex valued matrices is also planned.

StarNEig is significantly faster than ScaLAPACK when it comes to the Schur reduction and eigen-
value reordering steps. In particular, StarNEig is almost three times faster when computing a
real Schur form and up to five times faster when reordering a real Schur form, as demonstrated
in [3]. The main reason for this much improved performance is the fact that the task-based ap-
proach has eliminated various synchronization points, and thus, different computational steps are
allowed to overlap and merge together. This has significantly improved the resource utilization
since low priority tasks can be delayed until the computational resources start becoming idle. In
addition, StarNEig has been demonstrated to scale reasonably well when computing a real Schur
form and almost linearly when reordering a real Schur form. Preliminary experiments have also
demonstrated that StarNEig can indeed take advantage of the available GPU resources. However,
the GPU support, and the multi-GPU support in particular, are still under active development.

In addition to providing higher performance, StarNEig contains functionality that is currently
missing from ScaLAPACK. In particular, the components of StarNEig that compute the standard
and generalized eigenvectors are robust. That is, the computed eigenvectors are always in the
representable range of double precision floating-point numbers. Although same functionality exists
in LAPACK, the implementation in StarNEig is both robust and tiled, the latter of which lead to
a parallel implementation with level 3 BLAS performance. The work on this part of StarNEig has
been done by C.C. Kjelgaard Mikkelsen, A. Schwarz and L. Karlsson (see [5, 6]).

StarNEig has been developed by several people at Ume̊a University: Mirko Myllykoski, Carl Chris-
tian Kjelgaard Mikkelsen, Angelika Schwarz, Lars Karlsson, and Bo K̊agström. The work has
received funding from the European Union’s Horizon 2020 research and innovation programme un-
der grant agreement No. 671633 (NLAFET). Support has also been received from eSSENCE, a
collaborative e-Science programme funded by the Swedish Government via the Swedish Research
Council (VR).
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